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In this set of exercises, we will build a tokenizer and sentence splitter
using a machine learning classifier.

Note that this set have have two sections. In the first part we will use
a linear model, while in the second part, we will use neural networks.
The data, and some of the preprocessing steps are the same for both
sections.

The data set used in these exercises can be downloaded from the
course web page.1 The data comes from the Universal Dependencies 1 http://www.sfs.uni-tuebingen.de/

~ccoltekin/courses/snlp/.project.2 From this data set we will use two files train and test.
2 http://universaldependencies.org/.

The other two files in the archive, train-big and test-big, are bigger
version of the same data. You are encouraged to try your solution on
these files too (see Exercises 2 and 7).

Both training and test files contain two columns, where the first
column is a letter in a text sequence, and the second column is one of:

S the character is at the beginning of a sentence

T the character is at the beginning of a token

I the character is at the inside a token

O the character is at the outside a token (e.g., white space)

Figure 1 presents a small section of the data file.
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Figure 1: An excerpt from the data file.
Encoding the sentence fragment I guess

it’s just. The character indicate a
white space.

For the first section, you are recommended to use python sklearn

library for the first section,3 and Keras for the second section.4

3 http://scikit-learn.org/.
4 https://keras.io/

For the sake of dividing the task into smaller steps, instructions
below asks you to write a bunch of functions. Feel free to organize
your tokenizer into a class, combine/split the tasks into one/multi-
ple functions or methods, or design your program the way you find
correct/convenient.

Exercise 1. Write a python function that reads a file whose path is given as an
argument, and returns two equal-length sequences (lists or tuples) for
characters, and their labels.

Exercise 2. Write a function that takes a list of characters as its argument, and
returns a list with one-hot representations of each character.

Do not use sklearn’s OneHotEncoder for this exercise (normally you
should, but we are reinventing the wheel for learning the details), but
you can use numpy.eye() or any other standard library function.

For this exercise, you should preferably construct a sparse matrix. scipy.sparse

A non-sparse solution should be fine for our small data set, but for
the large one you will probably run out of memory if you do not

http://www.sfs.uni-tuebingen.de/~ccoltekin/courses/snlp/
http://www.sfs.uni-tuebingen.de/~ccoltekin/courses/snlp/
http://universaldependencies.org/
http://scikit-learn.org/
https://keras.io/
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use sparse matrices for the training set. You can skip sparse matrix
solution for now, we will return to it in Exercise 7.

Logistic regression

Exercise 3. Train a logistic regression classifier (maxent) that predicts the class sklearn.linear_model.LogisticRegression

of the character only from its one-hot vector representation. Use the
train file for training.

Calculate accuracy, precision, recall, f1-score on the test set. sklearn.metrics

How do you interpret the differences in the scores?

Exercise 4. Train a logistic regression classifier (maxent) that predicts the class of
the character using the one-hot representations of characters within a
window of ±2 characters (including itself). Again, use the train file
for training.

Calculate accuracy, precision, recall, f1-score on the test set. Compare
your results with the ones from Exercise 3.

Exercise 5. For both models you trained in Exercise 3 and Exercise 5, print out
the class confusion matrices.

What improvements did you get by including the context features?

Exercise 6. Write a python function/method that returns tokenized version of a
given (non-tokenized) string based on the model trained in Exercise 5.
Your function should return a list of lists, where each member of the
parent list are sentences, which themselves are a list of tokens. Figure 2

gives an example output.

[[’Six’, ’weeks’, ’of’, ’basic’, ’training’, ’.’],

[’Fifty’, -’, ’three’, ’weeks’, ’of’, ’flight’, ’training’, ’.’]

[’It’, ’was’, ’full’, ’-’, ’time’, ’work’, ’.’]

]

Figure 2: Example return value from
the function in Exercise 6.

Exercise 7. If you haven’t already done so, re-implement your one-hot method
in Exercise 2 using scipy.sparse matrices. Compare the memory effi-
ciency of both methods.
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Neural networks

Exercise 8. Define a neural network model with a single (output) layer, that pre-
dicts one-hot representation of the labels from the 5-character window
as in Exercise 5. Suggestion (for Keras): use the

Sequential model API, and a single
Dense layer.

Fit your model for 5 epochs on the training set, using the optimizer
adam.5 And, test it on the test set.

5 Feel free to experiment other parame-
ters to compile() and fit() methods of
the model. For this exercise do not use
regularization, and any other measure
against overfitting.

Compare your results with the results from Exercise 5. 6

6 You will need to use dense vectors for
ANN experiments. This may require
more memory than a typical computer
would have. Make sure you compare
the models tested on the same data set.
Tip: if you are using sparse arrays, you
can convert them to dense ones using
toarray() method of the scipy sparse
arrays.

Exercise 9. Repeat Exercise 8, this time experimenting with L1/L2 regularization,
whit a range of regularization parameters.

Can you get better results in comparison to Exercise 8?

Exercise 10. Fit a neural network with a single hidden layer to the problem Exer-
cise 8.

Experiment with hidden layer size of 5, 10 and 100.

Exercise 11. Fit a neural network similar to Exercise 10.
Experiment with hidden layer size of 5, 10 and 100, and regulariza-

tion (on hidden weights) and dropout (for hidden activation).
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