
SNLP assignment 01: n-gram language models
Deadline: Jun 30, 2017, @12:00

In this assignment you will work with n-gram language models.
The data for this exercise can be downloaded from http://www.

sfs.uni-tuebingen.de/~ccoltekin/courses/snlp/snlp-assignment1-data.

zip. The data consists of UTF-8 encoded plain text files. The files are
from the Gutenberg project. The headers / footers by the Gutenberg
project, and some formatting symbols are removed from the original
files. Except tokenization, you are not required to do any further
preprocessing for this exercise (see Exercise 1 for details).

The files that start with ‘c’ and ‘d’ belong to two authors.1 The 1 Identities of the authors are not se-
crets, and easy to figure out if you look
at the files, but they will not be dis-
closed in this document.

files that start with a ‘t’ are the test files.
The main theme of the exercises below is to build n-gram models

on the sets c and d, to compare the language use by these authors to
the files in the test set.2 2 In other words, this is an exercises

on ‘authorship attribution’ (although,
there are much better ways).

General rules

• You can work on the assignment in pairs. This means you do the
whole work together, likely sitting in front of the computer at the
same time.

• Use python for the solutions.

• Send your solutions via email to kuan.yu@student.uni-tuebingen.de
and ccoltekin@sfs.uni-tuebingen.de as a single python file. The sub-
ject line of your email should contain ‘SNLP assignment 1’. The
name of the attached file should be your-name(s).py (replace your-name(s)
with your name(s)).

• Unless specified explicitly, do not use high-level NLP libraries, such
as NLTK. You are allowed to use any standard python library.

• Late submissions are not accepted.

Questions

Exercise 1. Word and sentence tokenization (0.5 P.)
The text files are not tokenized. We need sentence and word bound-
aries for the remaining exercises.

Write a function with name tokenize() that takes the file path as
its argument and returns the tokenized sentences.3 3 You are recommended to use a python

generator, but returning a list is also
fine.

For this exercise, use the default NLTK sentence and word tok-
enizers to tokenize a given text file.4 4 Use functions nltk.sent_tokenize(),

and nltk.word_tokenize(). Do not use
a custom method, and do not re-train
the NLTK models. Using the NLTK
defaults produces decent tokenization,
and it will help the later results to be
same/similar to the expected answers.

Exercise 2. MLE estimation (2 P.)
Implement an Ngram class with the following interface.

Ngram() the constructor should accept one required argument, n, the order of
the n-gram model.
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update() updates the ngram counts for the given sentence. It should be, for
example, callable like
update(["I", "’m", "sorry", "Dave", ",", "."]).

prob_mle() returns the MLE probability of the given sequence.

prob_add() returns the probability of the given sequence with additive smooth-
ing. You should have an optional parameter alpha which defaults to
1.

prob_add(["I", "’m", "sorry", ",", "Dave", "."])

should return the Laplace (add-one) smoothed probability, while
prob_add(["I", "’m", "sorry", ",", "Dave", "."], alpha=0.5)

should return add-0.5 smoothed probability.

Note that you should use appropriate padding for the beginning
and end of sentences so that the probabilities returned by the func-
tions above sum to 1 for all possible sentences.

Exercise 3. Calculating perplexity (2 P.)
Extend your Ngram class from Exercise 2 with a method perplexity(),
that calculates the perplexity score for a given sequence of sentences.

Exercise 4. Tuning α for additive smoothing (2 P.)
Extend your Ngram class from Exercise 2 with a method estimate_alpha(),
which finds and returns the value of the α (in range [0, 1]) for the ad-
ditive smoothing that results in the best perplexity score on the list
of sentences given as the only required argument.

Exercise 5. Simple back-off (2 P.)
Write a BackoffNgram class that implements a back-off trigram model
such that,5 5 You are encouraged to write a more

‘generic’ class that handles arbitrary n-
grams, but trigrams are sufficient for
this exercise.

Pback-off(wi |w
i−1
i−2) =


(1− λ)P(wi |w

i−1
i−2) if C(wi

i−2) > 0

λ(1−β)P(wi|wi−1) else if C(wi
i−1) > 0

λβP+(wi) otherwise

where C(·) is the frequency (count) of the given n-gram, P(·) is the
MLE estimate of the given n-gram probability, P+(·) is the smoothed
probability based on additive smoothing,6 λ is the Good-Turing dis- 6 Use the best α values for both authors

using the method implemented in Exer-
cise 4. Note that the choice of the data
that you use for optimizing α is impor-
tant.

count for trigrams (the probability that is assigned to the unknown
trigrams by the Good-Turing smoothing), and β is the Good-Turing
discount for the bigrams. The notation wk

j for j < k is a shorthand
for the sequence of words wjwj+1 . . . wk.

The interface of the BackoffNgram class should include:

update() that updates the necessary n-gram counts (as in the Ngram class),7 as 7 You can use multiple Ngram classes
within your BackoffNgram class. Al-
though a ‘combined’ implementation
would be more memory efficient, the
amount of data we are dealing with
should not require this optimization.

well as the λ and β parameters

prob() that returns the probability of a sequence according to the back-off
model

perplexity() returns the perplexity of a given sequence of sentences according to
the back-off model.



snlp assignment 01: n-gram language models 3

Exercise 6. Putting it all together (2 P.)
For each author, c and d, in our data set, create unigram, bigram and
trigram language models using

• Laplace smoothing

• Additive smoothing with optimized α value, where α should be op-
timized properly for each n-gram model

Besides the above 12 models, also create back-off trigram models
for both authors based on Exercise 5. While training/tuning the
models, do not use files c00.txt and d00.txt.

For all documents in the test set and the files c00.txt and d00.txt,
calculate and print out the perplexity scores based on all 14 n-gram
language models. Your output should look like Table 1, where each
cell should contain perplexity values.

c-1g-l c-1g-a d-1g-l d-1g-a c-2g-l c-2g-a d-2g-l d-2g-a c-3g-l c-3g-a d-3g-l d-3g-a c-backoff d-backoff
c00
d00
t01
t02

...

Table 1: Example output from Ex-
ercise 6. In the column headers con-
sist of hyphen-separated indicators for
author (‘c’ and ‘d’), unigram order
(1|2|3gram, or trigram back-off model)
and smoothing (‘l’: add-one (Laplace),
‘a’: tuned alpha).

The table above should be the output of your main program. Al-
though you do not need to report on them, you should inspect the
output and try to answer questions such as,

• Which model performs well for discriminating the authors from each
other?

• Which test files are likely to belong to authors in the training set?
# Authors of the documents
# file author
# ------- --------
# c*.txt John Smith
# d*.txt Jane Smith
# t01.txt Jane Doe
# ... ...
# t08.txt John Smith

Figure 1: Example list of authors to be
added to the end of the python file for
the solution of Exercise 7.

Exercise 7. Who are the authors of the documents? (0.5 P.)
Using your human NLP/IR capabilities, find the authors c and d,
and the authors of the test files.

Include the answer as a comment at the end of your python file,
similar to Figure 1.


